
Quantum computational supremacy problem sheet 
 

The following problems increase in complexity as you work through them. Problems 4 and onwards 

in particular are very much active research problems that may be quite difficult – so don’t feel 

disheartened if you can’t solve them! Definitely read some of the papers mentioned below, they are 

all very interesting!  

 

Problem 1 – Hadamard test 
The Hadamard test is a simple quantum algorithm that uses repeated measurements on a single 

qubit to estimate quantum circuit amplitudes. It is a key ingredient in a number of BQP-

completeness proofs.  

 

Figure 1: The Hadamard test 

(a) Given a poly-sized quantum circuit, U, on n qubits, show that the Hadamard test can be used 

to estimate ⟨0𝑛|𝑈|0𝑛⟩ to within 1/poly(n) error in polynomial time. Show that this 

establishes the BQP-hardness of the Hadamard test. (Hint: the Chernoff-Hoeffding bound 

might be useful) 

(b) Show that the Hadamard test is promise-BQP complete. 

 

Problem 2 – post-selection and gate teleportation 
Measurement-based quantum computing utilizes gate teleportation to perform a computation. 

Circuit depth in this model is enforced by the classical feed-forward required for successful time-

ordering of gate teleportations. See, for example, Richard Jozsa’s “An introduction to measurement 

based quantum computation” (arXiv:quant-ph/0508124).  

(a) Show that variations on the one-bit teleportation and “post-selection” can be used to 

implement any polynomial-time quantum computation in constant depth. (Note: post-

selection in quantum mechanics cannot be generally performed on an n-qubit state 

efficiently.) 

 

Problem 3 – post-selection and complexity classes 
Post-selection is a powerful computational resource. In “Quantum Computing, Postselection, and 

Probabilistic Polynomial-Time”, Scott Aaronson proves that bounded-error quantum computation, 

combined with post-selection, is as powerful as unbounded-error probabilistic polynomial time (PP).  

(a) A probabilistic uniformly generated circuit family 𝐶𝑤 produces a probability distribution, 

𝑃𝑤(𝑥) over n-bit outputs. We say another uniformly generated distribution 𝑅𝑤 



multiplicatively simulates (or approximates) 𝑃𝑤 when 
1

𝑐
𝑃𝑤(𝑥) ≤ 𝑅𝑤(𝑥) ≤ 𝑐𝑃𝑤(𝑥) for all 𝑥 

and all marginals of 𝑃𝑤. Show that a bounded-error post-selected decision language decided 

by 𝐶𝑤 and 𝑃𝑤 can also be decided by a bounded-error decision language defined by 𝑅𝑤. 

(Hint: read arXiv:1005.1407) 

 

Problem 4 – average-case complexity 
In order to bound the complexity of efficiently classically simulating Random Circuit Sampling to 

within an additive error bound a range of average-case complexity conjectures have been proposed. 

In “On the complexity and verification of quantum random circuit sampling”, Bouland, Fefferman, 

Nirkhe, and Vazirani prove an average-case complexity for the Random Circuit Sampling problem 

(see their Nature Physics 2019 article or arXiv:1803.04402). These results were recently improved 

upon by Movassagh in arXiv:1909.06210. Explain the improvement and the difficulties in proving an 

average-case complexity conjecture capable of proving quantum computational supremacy. 

 

Problem 5 – extending quantum computational supremacy to more circuit families 
In the lecture we discussed how to build an average-case complexity conjecture for some random 

families of IQP circuits that have two key ingredients: 1) the worst-case complexity of computing an 

amplitude is GapP-hard, and 2) they satisfy the anti-concentration property. Identify at least one 

other circuit family not discussed in the lecture that has these ingredients. (Hint: there are a lot in 

the literature, and there are even general results stating conditions that need to be satisfied for such 

things to hold, see arXiv:1806.03200) 

 

Problem 6 – verifying Random Circuit Sampling, hypothesis testing, and linear cross-

entropy benchmarking 
Generally it is extremely difficult to completely verify that a quantum circuit is performing as it is 

intended to. This is particularly a problem for Random Circuit Sampling as the computational task is 

thought to be outside NP. A number of hypothesis-tests have been proposed for Random Circuit 

Sampling (e.g. cross-entropy benchmarking in Boixo et. al.’s 2018 Nature Physics paper, arXiv: 

1608.00263, and linear cross-entropy benchmarking arXiv:1910.11333). However generally these 

require some computationally intensive steps. Is it possible to classically mimic such a hypothesis 

test without performing Random Circuit Sampling? (This problem has been considered in 

arXiv:1806.03200, 1910.11333, and 1910.12085) 


